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1. Application Overview 

Purpose 

EDM DataQuality NL is a Snowflake Native Application that analyses, corrects and enriches 
Dutch person, address and contact data. It identifies duplicates, flags deceased and 
moved persons, validates phone numbers and email addresses, matches business 
records against a business reference dataset, and produces a scored, cleaned output 
table ready for downstream use. 
The application runs fully inside your Snowflake account — no data leaves the 
environment. 

Key Capabilities 

The application performs the following operations on input data: 

Capability Description 

Splitting Separates combined name and address 
fields into structured components (initials, 
first name, prefix, last name; street, house 
number, addition). 

Cleaning Removes non-standard characters, trims 
whitespace, normalises casing, and 
standardises postal codes, phone 
numbers and email addresses. 

Address validation Matches each record against the address 
reference dataset and assigns a match 
score (GREEN / ORANGE / RED). 

Person matching Links records to the person reference 
dataset to verify identity and enrich 
missing fields. 

Deceased detection Flags records identified in the deceased 
register. 

Mover detection Identifies persons that have moved and, 
where available, returns the new address. 

Deduplication Groups records that represent the same 
person or household using name, address, 
birthdate and contact-channel 
comparisons. 
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Business matching Identifies company records and matches 
them against the business reference 
dataset. 

Contact scoring Assesses the quality and deliverability of 
phone, mobile and email addresses. 

Scoring & conclusions Assigns per-record data-quality scores 
and conclusions (PERSON / FAMILY / 
BUSINESS / ADDRESS), producing a single 
output table with all corrections, 
enrichments and flags. 

 

Usage Options 

The application supports two ways to run a data quality process. Both produce the same 
output; the choice is a matter of preference and automation needs. Detailed instructions 
for each option are provided in the chapters that follow. 
 

Mode Description 

Streamlit UI A step-by-step interface for interactive 
use: select an input table, map columns 
(with auto-mapping suggestions), run the 
process and review the results with built-in 
charts and highlights. 

Direct SQL Invoke the data quality process straight 
from a Snowflake worksheet or a 
scheduled task. Suitable for integration 
into automated data pipelines and for 
advanced users who prefer to work directly 
in SQL. 
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2. Data Specification 

Reference Data 

The application ships with reference data maintained by EDM. It covers Dutch addresses, 
persons, phones, emails, deceased registrations and businesses. All reference data is 
refreshed weekly. 
The address reference contains the full Dutch address register and is used to validate and 
correct addresses by matching on postal code + house number or address identifier. The 
person reference enables identity verification and enrichment of missing fields (gender, 
initials, birthdate) by linking input records to known individuals at the same address. 
Contact references (phone, email) are validated against known sources to assess 
deliverability. The business reference is used to match company records by address, 
phone number or company name. 

Input Data Fields 

The application accepts a broad range of person, address and contact fields as input. 
Fields are mapped to the application's internal schema in the mapping step — no 
individual field is required in isolation. The process adapts to whichever fields you provide. 
 

Category Fields 

Person title, gender, initials, firstname, prefix, 
lastname, birthdate, birthyear 

Address street, housenumber, 
housenumberaddition, postalcode, city, 
municipality, country, language 

Phone phone1, phone2, phone3, mobile1, mobile2, 
mobile3 

Email email1, email2, email3, ehash1, ehash2, 
ehash3 

Status deceased, deceaseddate 

Company companyindicator, companyname 

 
To produce meaningful results, the application recommends at least one of the following: 
• A name component — initials or firstname, combined with lastname and birthdate. 
• A full address — postalcode with housenumber, or street with housenumber and city. 
• A contact channel — email, phone or mobile. 
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Output Data Fields 

On completion the application creates an output table. This table contains all original 
columns from your input table, augmented with the fields listed below. The process does 
not alter your input table in any way. 
 

Process metadata 

Field Description 

EDM_PROCESS_ID Unique row identifier assigned by the 
DataQuality process. 

 

Corrected address 
The cleaned, normalised address after processing. 

Field Description 

OUTPUT_STREET Corrected street. 

OUTPUT_HOUSENUMBER Corrected house number. 

OUTPUT_HOUSENUMBERADDITION Corrected house number addition. 

OUTPUT_POSTALCODE Corrected postal code. 

OUTPUT_CITY Corrected city. 

OUTPUT_MUNICIPALITY Corrected municipality. 

OUTPUT_PROVINCE Corrected province. 

ADDRESS_CORRECTION Boolean — TRUE if one or more address 
fields were corrected. 

ADDRESS_MATCHSCORE Address match category: GREEN (address 
matches an active entry in the reference, 
with or without correction), ORANGE 
(address is partially recognized but a 
specification is missing to identify a unique 
address — e.g. house number 1 exists as 1a, 
1b, 1c in the reference), or RED (address is 
historical / no longer active, or no match 
was found). 

ADDRESS_MATCHSCORE_DESC Human-readable match description: 'Valid 
address', 'Valid address after correction', 
'Incomplete address', 'Historical address' or 
'No address match'. 
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Person match 
Person-level enrichment based on the match result. 

Field Description 

MATCH_CONCLUSION Overall match conclusion: PERSON, FAMILY, 
BUSINESS, ADDRESS or NULL (no match). 

OUTPUT_GENDER Best-available gender (enriched from 
reference when available). 

OUTPUT_INITIALS Best-available initials (enriched from 
reference when available). 

OUTPUT_FIRSTNAME Best-available first name. 

OUTPUT_PREFIX Best-available prefix. 

OUTPUT_LASTNAME Best-available last name. 

OUTPUT_BIRTHDATE Best-available birth date (enriched from 
reference when available). 

OUTPUT_BIRTHYEAR Best-available birth year. 

 

Deceased 

Field Description 

IS_DECEASED Boolean — TRUE if the person is listed in the 
deceased register. 

DECEASED_DATE Date of decease (when available). 

 

Mover 
Set when the person or family is identified as having moved. The MOVED_* fields below are 
populated when ISMOVED_TYPE equals 1 (a person-level move where the new address is 
known); for other move types the new address is not available and these fields remain 
empty. 

Field Description 

ISMOVED Boolean — TRUE if the person or family has 
moved. 

ISMOVED_TYPE Move type code (1, 2 or 3). 

ISMOVED_TYPE_DESC Description: 'Person match moved, new 
address provided', 'Person match moved, 
new address unavailable' or 'Family match 
moved, new address unavailable'. 

MOVED_STREET New street. 

MOVED_HOUSENUMBER New house number. 
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MOVED_HOUSENUMBERADDITION New house number addition. 

MOVED_POSTALCODE New postal code. 

MOVED_CITY New city. 

MOVED_MUNICIPALITY New municipality. 

MOVED_PROVINCE New province. 

 

3. Data Quality Process 
A data quality run consists of nine sequential processing chapters. Each chapter performs 
a focused part of the data quality work. You are not required to interact with the individual 
chapters — they are executed in order, and a progress bar in the application reports which 
chapter is currently running. 
 

Step Description 

1 Splitting input fields. 

2 Matching addresses. 

3 Cleaning and normalising data. 

4 Generating potential matches. 

5 Scoring potential matches. 

6 Matching against the business reference. 

7 Determining conclusions. 

8 Assembling output. 

9 Finishing results. 

 
When the run completes, the output table is written and becomes available for review. The 
process is fully self-contained: no intermediate artifacts need to be managed by you. 
 

App or Worksheet 

The application can run in two modes. Running via the app is the simplest option for ad-
hoc, interactive use: a few clicks replace writing any SQL. Running via a Snowflake 
worksheet is more reliable for long-running jobs: the run does not depend on your browser 
or Streamlit session, no resources are consumed keeping the app open, and it can be 
scheduled. The app itself generates a ready-to-use SQL snippet, so no manual 
composition is needed. Both modes produce the same output. 
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Column Mapping 

Before each run, you tell the application which columns in your source table correspond to 
which data concepts. The supported mapping keys are listed below, grouped by category. 
Only include the keys for which a source column is available — any key that is not present 
in your source table can be omitted. 
 
Person 

Key Expected content 

title Title (e.g. 'dhr', 'mevr'). 

gender Gender indicator (M/F/... or Dutch 
equivalent). 

initials Initials (e.g. 'J.A.'). 

firstname First name. 

prefix Name prefix. 

lastname Last name. 

birthdate Date of birth. 

birthyear Year of birth (when full birthdate is not 
available). 

 
Address 

Key Expected content 

street Street name. 

housenumber House number. 

housenumberaddition House number addition. 

postalcode Postal code. 

city City. 

municipality Municipality. 

country Country code or name. 

language Preferred language of the person. 

 
Contact 

Key Expected content 

phone1 / phone2 / phone3 Up to three phone numbers per record. 

mobile1 / mobile2 / mobile3 Up to three mobile numbers per record. 

email1 / email2 / email3 Up to three email addresses per record. 

ehash1 / ehash2 / ehash3 Up to three pre-hashed email addresses 
per record. 
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Status and Company 

Key Expected content 

deceased Deceased indicator from your source data. 

deceaseddate Deceased date from your source data. 

companyindicator Business indicator (flag that the record is a 
company). 

companyname Company name. 

 

Warehouse Recommendation 

The application does not alter warehouse settings — you select the warehouse used for 
the run. EDM recommends an XSMALL warehouse for the vast majority of runs: 
• Lowest credit rate — XSMALL remains cost-efficient even for multi-million-row tables. 
• Predominantly I/O-bound — scaling up to SMALL or MEDIUM yields smaller speed 

gains than one might expect from the credit cost increase. 
• When larger is worth it — larger warehouses are only worth the additional credit cost 

when a run has to complete within a tight time window. For overnight or background 
runs XSMALL is preferred. 

Understanding the Results 

After each run, a dashboard summarises the outcome. Whether you view the results 
through the app or query the output table directly, the same metrics are available. The 
overview below explains each number. 
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Overview metrics (top row): 
• Total Records — the number of rows in your input table that were processed. 
• Unique Records — the number of distinct persons detected across the input, after 

duplicate detection. 
• Person Matches — the number of records matched to an individual person in the 

reference. 
• Record Corrections — the number of records where at least one field was corrected, 

completed or enriched by the data quality process. For each record, the input value 
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of every field is compared to the value after processing; if any field differs (corrected, 
enriched via the reference, or cleaned as invalid), the record counts as corrected. 
Covers address, name, birthdate, phone, mobile and email fields. 

 
Address Match Scores: 
• Valid address — the record matches an active address in the reference with no 

correction required. 
• Valid after correction — the record matches an active address after one or more 

address fields were corrected. 
• Incomplete address — the record contains an address but one or more key fields are 

missing. 
• Historical address — the record matches an address that is no longer active in the 

reference. 
• No match — no matching address could be found in the reference. 

 
Match Conclusion: 
• Person — the record was matched to a specific individual. 
• Family — the record was matched at household level, not to a single individual. 
• Business — the record was identified as a business and matched to the business 

reference. 
• Address — only the address could be matched, no person or business match was 

possible. 
• No match — no person, family, business or address match could be established. 

The matching process works in a tiered approach. First, the application attempts to 
identify the person uniquely by combining name components (initials, first name, last 
name), birth date and gender against the reference. When a unique person can be 
confirmed at the delivered address, the conclusion is PERSON. If the person cannot be 
identified individually but the combination of last name and address matches a known 
household, the conclusion falls back to FAMILY. Records identified as businesses through 
the business reference receive BUSINESS. When only the address itself can be validated — 
without a person or business match — the conclusion is ADDRESS. Records where none of 
these levels produce a match remain empty (no conclusion). 
 
Movers and Deceased: 
• Movers — Total — all records flagged as having moved. 
• Movers — New Address Available — the subset of movers for which the new address 

is available in the output. 
• Deceased — Total — records matched to an entry in the deceased register. 
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Data Quality Overview: 
• Duplicate Records — records that appear more than once, based on person 

matching. These are records linked to the same individual. 
• Identifiable Persons — records where initials, lastname and birthdate are all 

available after the data quality process. 
• Incorrect Addresses — records with an incomplete, historical or unmatched address 

(ORANGE + RED combined). 
 
Below these three metrics, a Column fill rates table shows how many records have each 
field filled before processing (present in your input data) versus after processing. This 
gives a per-column view of how the data quality process affected field completeness. 
 
Explore Results: 
• Output table preview — a preview of the first rows of the output table. 
• SQL queries — copy-ready SELECT statements to query the full output table or a 

curated subset of key columns from a Snowflake worksheet. 
 

4. Execute in App 
The Streamlit interface guides you through five tabs. Select an input table from your 
account (or use the built-in sample data set), then map your columns to the application's 
data concepts — the app attempts to auto-fill mappings based on column names and 
content, but you should review and adjust before confirming. See Column Mapping in 
chapter 3 for the full list of supported fields. Access to the selected table is handled 
automatically; for direct SQL execution you need to register the table manually (see 
chapter 6). 
 

Execute Process 

Two execution paths are available: copy the ready-to-use SQL snippet (including the 
reference registration statement) into a Snowflake worksheet, or run the process directly 
from the app. The worksheet approach is recommended for larger tables — it does not 
depend on your browser session and lets you choose the warehouse freely. 
After the run completes, the Results tab shows the dashboard described in chapter 3 
(Understanding the Results). You can also load results from a previous run via the 
dropdown at the top of the tab. 
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Output Management 

View the process history of all previous runs and delete output tables that are no longer 
needed. Each run's summary counters (matches, movers, deceased, address corrections) 
are retained in the history even after the output table is removed. 
 

5. Execute in SQL 
For automation or advanced use cases, the data quality process can be invoked directly 
through a SQL call, without the Streamlit UI. This is the recommended approach for 
scheduled pipelines and for runs that are triggered by other processes. 

Procedure Signature 

The application exposes a single procedure in the EDM_CODE schema that accepts a 
VARIANT input object and returns the name of the created output table (or 'FALSE' if the run 
failed). 
CALL EDM_CODE.EDM_DATAQUALITY_NL(INPUT VARIANT) 

The structure of the VARIANT input is described in the sections below. The mapping keys 
inside the VARIANT are the same fields listed in chapter 3 (Column Mapping). 
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Input Structure 

The VARIANT input has three top-level fields that identify the source table and one nested 
mapping object that links source columns to the application's internal fields. 
 

Key Required Description 

database Required Database name of the 
source table. 

schema Required Schema name of the 
source table. 

table Required Name of the source table. 
The table must be 
registered under the 
'consumer_tables' 
reference (see chapter 6). 

mapping Required Variant containing OBJECT 
mapping internal field 
names to source column 
names. See chapter 3 
(Column Mapping). 

 

Example Call 

The example below processes a customer table located in MY_DB.PUBLIC, mapping a 
typical combination of name, address and contact columns. Any mapping key that is not 
present in your source table can simply be omitted. 
CALL EDM_CODE.EDM_DATAQUALITY_NL( 
    OBJECT_CONSTRUCT( 
        'database', 'MY_DB', 
        'schema',   'PUBLIC', 
        'table',    'CUSTOMERS', 
        'mapping',  OBJECT_CONSTRUCT( 
            'firstname',   'FIRST_NAME', 
            'lastname',    'LAST_NAME', 
            'birthdate',   'DATE_OF_BIRTH', 
            'street',      'STREET', 
            'housenumber', 'HOUSE_NR', 
            'postalcode',  'POSTAL_CODE', 
            'city',        'CITY', 
            'email1',      'EMAIL', 
            'phone1',      'PHONE' 
        ) 
    ) 
); 
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Return Value 

On success, the procedure returns the name of the created output table. The output is 
stored in the OUTPUT schema of the application database and can be queried directly: 
SELECT * FROM OUTPUT."<returned_table_name>"; 

On failure, the procedure returns the string 'FALSE' and logs the error details (see chapter 6 
for how to access logs). 

Run History 

Every run — whether initiated from the UI or from a SQL call — is logged in the 
PROCESS_HISTORY view. The view exposes the input table name, output table name, row 
count, run timestamp and summary counters per run. 
SELECT * FROM OUTPUT.PROCESS_HISTORY ORDER BY DATE DESC; 

 

6. Permissions and Logging 
EDM DataQuality NL is a Snowflake Native Application. This chapter explains how you grant 
the application access to tables in your account, and how application logs can be shared 
with EDM for support purposes. 

Granting Table Access 

The application needs to read your input tables. Access is granted through Snowflake's 
reference system — the application cannot see any table that you have not explicitly 
registered, and you can revoke access at any time. 
For background on how references work in Snowflake Native Apps, see Snowflake — 
Requesting references. 
 
The application uses two separate references. Only one of them needs to be managed by 
you: 
• app_table — a single-valued reference used internally by the Streamlit UI. It is 

managed automatically by the application when you pick a table from the 
dropdown; you should not set this reference manually. 

• consumer_tables — a multi-valued reference. Tables registered here are the tables 
the EDM_DATAQUALITY_NL procedure can process when invoked directly via SQL. This 
reference is not used by the UI, which relies on app_table instead. 

 

Via the Snowflake interface 
Both references can be managed through Snowsight in a few clicks, without any SQL: 

https://docs.snowflake.com/en/developer-guide/native-apps/requesting-refs
https://docs.snowflake.com/en/developer-guide/native-apps/requesting-refs
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1. Open Data Products  >  Apps  >  EDM_DATAQUALITY_NL. 
2. Select the Security tab. 
3. Under References, click Add references. Browse to the target table and confirm. The 

application becomes able to read the registered table. 
4. To revoke, click the three-dot menu next to the reference and choose Revoke. The 

application immediately loses access. 

 

Via SQL 
For scripted workflows, you can also register tables under the consumer_tables reference 
with a SQL call. The app_table reference is managed by the application itself and is not 
intended to be set from SQL. 
-- Add a table to the multi-valued consumer_tables reference 
CALL EDM_DATAQUALITY_NL.EDM_CODE.REGISTER_MULTI_REFERENCE( 
    'consumer_tables', 'ADD', SYSTEM$REFERENCE('TABLE', 'MY_DB.PUBLIC.CUSTOMERS', 

'PERSISTENT', 'SELECT')); 
 
-- Remove a previously registered table 
CALL EDM_DATAQUALITY_NL.EDM_CODE.REGISTER_MULTI_REFERENCE( 
    'consumer_tables', 'REMOVE', SYSTEM$REFERENCE('TABLE', 'MY_DB.PUBLIC.CUSTOMERS', 

'PERSISTENT', 'SELECT')); 
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Logging and Telemetry 

The application emits application logs and trace events during each run. By default these 
events are captured in your own event table and are not visible to EDM. Sharing them with 
EDM is optional, is controlled by you, and is the primary way to help EDM diagnose an issue. 

Available event types 

Event type Contents 

ERRORS_AND_WARNINGS Error messages and warnings raised 
during a run. 

DEBUG_LOGS Detailed step-by-step logs, including 
procedure and step identifiers. 

 

Setting up an event table 
Application logs are only captured when your account has an event table configured. This 
needs to be done only once per account — any future application can reuse the same 
event table. Full setup instructions are provided in the Snowflake documentation: 
Snowflake — Setting up an event table 
 

Sharing events with EDM 
Once an event table is configured, you control which types of events are visible to EDM 
through the application's permissions page in Snowsight: 

1. Open Data Products  >  Apps  >  EDM_DATAQUALITY_NL. 
2. Select the Security tab, then open the Events & logs section. 
3. Toggle Errors and warnings and/or Debug logs according to what you want to share. 

Both can be enabled or disabled independently, at any time, without reinstalling the 
application. 

https://docs.snowflake.com/en/developer-guide/logging-tracing/event-table-setting-up
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